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Abstract Resumen
Data generation strategies are essential for addressing
the challenge of limited training data in deep learning-
based medical image analysis, particularly for hy-
pertrophic cardiomyopathy (HCM) using magnetic
resonance imaging (MRI). Unlike traditional augmen-
tation techniques, deep generative models can synthe-
size novel and diverse MRI images, enriching the train-
ing datasets. This study evaluates several generative
models, including Variational Autoencoders (VAEs),
Generative Adversarial Networks (GANs), Deep Con-
volutional GANs (DCGANs), Auxiliary Classifier
GANs (ACGANs), InfoGANs, and Diffusion Mod-
els, using the Structural Similarity Index Measure
(SSIM) and Cross-Correlation Coefficient (CC) to as-
sess image quality and structural fidelity. While VAEs
demonstrated limitations such as noticeable noise and
blurriness, GAN-based models, particularly DCGANs
and ACGANs, generated higher-quality and anatom-
ically accurate images. Diffusion models achieved the
highest image fidelity among all the methods eval-
uated, but required longer generation times. These
findings underscore the trade-off between image qual-
ity and computational efficiency and highlight the
potential of deep generative models to augment MRI
datasets, thereby improvingdeep learning applications
for HCM diagnosis.

Las estrategias de generación de datos son fundamen-
tales para superar el desafío de los datos de entre-
namiento limitados en el análisis de imágenes médicas
basado en aprendizaje profundo, en particular para la
miocardiopatía hipertrófica (HCM) mediante resonan-
cia magnética (MRI). A diferencia de los métodos de
aumento tradicionales, los modelos generativos pro-
fundos pueden sintetizar imágenes de MRI novedosas
y diversas. Este estudio evalúa múltiples modelos
generativos: autocodificadores variacionales (VAE),
redes generativas adversarias (GAN), GAN convolu-
cionales profundas (DCGAN), GAN con clasificador
auxiliar (ACGAN), InfoGAN y modelos de difusión,
utilizando el índice de similitud estructural (SSIM)
y el coeficiente de correlación cruzada (CC) para
evaluar la calidad de imagen y la fidelidad estruc-
tural. Si bien los VAE mostraron limitaciones como el
ruido y la borrosidad, los modelos basados en GAN,
especialmente DCGAN y ACGAN, produjeron imá-
genes de mayor calidad y precisión anatómica. Los
modelos de difusión lograron la mayor fidelidad de
imagen, aunque a expensas de tiempos de generación
más prolongados. Estos resultados destacan la com-
pensación entre la calidad de imagen y la eficiencia
computacional, y demuestran el potencial de los mo-
delos generativos para ampliar los conjuntos de datos
de MRI, mejorando así las aplicaciones de aprendizaje
profundo para el diagnóstico de HCM.
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erative Adversarial networks, Variational autoen-
coders.
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1. Introduction

Artificial intelligence (AI) has become an increasingly
powerful tool for analyzing medical data, including
images, text, and signals, to support disease interpre-
tation, identification, classification, and diagnosis [1].
The development of AI-based medical software relies
heavily on large volumes of diverse data, such as elec-
trocardiograms, X-rays, magnetic resonance imaging
(MRI), computed tomography (CT), echocardiography,
and dermatological images [2–8]. However, the collec-
tion and annotation of these datasets remain costly
and time-consuming, often requiring expert clinicians
to manually label the data [9].

Although numerous medical datasets are available,
publicly accessible data for rare cardiac conditions
such as hypertrophic cardiomyopathy (HCM) remain
scarce. This limitation stems from factors including the
low prevalence of the disease, privacy restrictions, and
class imbalance within existing datasets. Consequently,
there is an urgent need for advanced techniques capable
of generating high-quality synthetic medical images to
augment current datasets. Deep learning models, par-
ticularly those developed for medical image analysis,
benefit greatly from large, balanced, and precisely la-
beled datasets, which improve diagnostic accuracy and
generalizability [10]. Moreover, diverse training data
are essential for mitigating overfitting and enhancing
model robustness.

Developing effective deep learning models for med-
ical imaging poses several challenges. First, acquiring
sufficient data is difficult due to patient confidentiality
constraints and limited data sharing among institu-
tions. Second, manual annotation of medical images is
labour-intensive, time-consuming, and susceptible to
variability across different imaging modalities. Third,
datasets often exhibit class imbalance, as pathologi-
cal cases typically constitute a minority compared to
normal or healthy instances [11]. Collectively, these
challenges complicate the development of reliable au-
tomated diagnostic systems.

To address these issues, researchers have adopted
data augmentation techniques to increase dataset size
and variability. Traditional augmentation methods in-
clude geometric transformations, kernel operations,
and colour space adjustments [12–14]. While useful,
these methods yield only limited variation because
they manipulate existing images rather than creating
entirely new ones. In contrast, deep learning-based
augmentation approaches, such as Variational Autoen-
coders (VAEs), Neural Style Transfer, Diffusion Mod-
els, and Generative Adversarial Networks (GANs),
have demonstrated superior capability in generating
diverse and realistic synthetic images [15–17]. Unlike
conventional methods, these generative models learn
the underlying high-dimensional data distribution, en-
abling the creation of novel samples that closely re-

semble real-world data. As a result, deep generative
models are particularly effective for mitigating data
scarcity and class imbalance, especially for rare dis-
eases such as HCM, thereby enhancing the training
and generalization performance of diagnostic models.

Section 2 reviews the deep generative models
used for synthetic image generation and describes the
methodology, section 3 presents the results and discus-
sion, and section 4 summarizes the conclusions.

2. Materials and methods

2.1. Deep generative models

This section provides a concise description of the dif-
ferent deep generative models employed for generating
medical images. It focuses on three main types of mod-
els: Variational Autoencoders, Generative Adversarial
Networks, and Diffusion Models.

2.1.1. Variational autoencoder

Max Welling and Diederik P. Kingma introduced
the concept of the variational autoencoder (VAE) in
2013 [18]. A VAE describes an observation in latent
space in a probabilistic manner. Instead of producing a
single value for each latent state attribute, the encoder
generates a probability distribution for each attribute.
Applications of VAEs include data compression and the
generation of synthetic data. Figure 1 illustrates the
VAE architecture, with its main components detailed
below.

• Input: The input to a VAE depends on the spe-
cific application and the domain of interest. For
image-based VAEs, the input typically consists
of entire images or image patches.

• Encoder:The encoder transforms the input data
into the parameters of the latent space, which
define the associated probability distribution. It
typically consists of multiple neural network lay-
ers, such as convolutional or fully connected lay-
ers, that work together to reduce the dimension-
ality of the input. The output of the encoder
is a set of mean and variance vectors that ap-
proximate the characteristics of a multivariate
Gaussian distribution in the latent space.

• Latent space: Each point in the latent space
represents a latent code, which is a reduced-
dimensional description of the input data. During
training, the encoder learns to generate latent
codes that accurately capture the essential fea-
tures of the input.

• Decoder: Before mapping the transformed data
back to the input space, the decoder extracts a
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relevant subset from the latent space. Like the
encoder, it consists of several neural network lay-
ers that progressively sample the latent code and
generate the output. The goal of the decoder is to
reproduce the original input data as accurately
as possible.

Figure 1. Variational autoencoder

VAEs rely on the mathematical representation of
the latent space learned by the encoder network to
approximate the data distribution, while the decoder
network uses this representation to generate samples
similar to the training data.

The encoder network maps an input sample x to
a latent representation z according to Equation (1),
while the decoder network uses Equation (2) to recon-
struct the input space from the latent representation z.
The functions f and g denote the encoder and decoder
networks, respectively.

z = f(x) (1)

x′ = g(z) (2)
The loss function of the VAE is defined in Equa-

tion (3). In this equation, the first term represents the
reconstruction loss, while the second term corresponds
to the Kullback–Leibler (KL) divergence.

Loss = E [L (x, x′)] − DKL (q (z | x) || p (z)) (3)

Where L (x, x′) = logp (x | x′) (4)

2.1.2. Generative adversarial networks

Generative Adversarial Networks (GANs) are an un-
supervised learning method that leverages the well-
established zero-sum game theory framework for two
players. This concept was introduced by Goodfellow
in 2014 [19]. In a GAN, the generator creates new
samples based on real data, while the discriminator
estimates the underlying data distribution by distin-
guishing between real and generated samples, see figure
2.

• Generator: The generator component of a GAN
creates synthetic data by transforming random
noise into samples that resemble real data.

• Discriminator: The discriminator component
of a GAN acts as a classifier that distinguishes
between real data and artificially generated data
produced by the generator.

Figure 2. Architecture of a generative adversarial network
(GAN)

GANs operate based on a mathematical framework
in which the discriminator network provides feedback
on the realism of generated samples, while the genera-
tor network maps latent space representations to the
original data space. This adversarial process enables
GANs to learn a generative model of the data and
produce diverse, realistic synthetic samples. Compared
to other generative methods, GANs offer notable ad-
vantages, including the ability to handle complex data
distributions and generate high-resolution images [20].

The loss function of the GAN is defined in Equation
(5).

minGmaxDV (D, G) = Exlog(D(x))+
Ezlog(1 − D(G(z)))

(5)

In Equation (5), Zepresents the latent space or
noise input, which is supplied to the generator. The
discriminator is denoted by D, and the generator is
denoted by G. The discriminator receives both the
generated images and the real data samples. The rep-
resentation of real data is expressed as D(x), while
the representation of generated data is expressed as
D(G(z)). Both the discriminator and generator net-
works are trained simultaneously: the discriminator
aims to minimize the classification score of generated
samples, whereas the generator seeks to maximize it.

Several variants of GANs have been introduced in
recent years. Some of these variants are described in
the following sections.
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2.1.3. Deep convolutional GANs

Deep Convolutional Generative Adversarial Networks
(DCGANs) are a novel variant of convolutional neural
networks (CNNs) designed with specific architectural
constraints, as introduced in [21]. To meet these re-
quirements, DCGANs incorporate three key architec-
tural modifications. First, they replace fully connected
hidden layers and pooling layers with convolutional
layers, using fractional-strided convolutions in the gen-
erator and strided convolutions in the discriminator
to enhance network performance. Second, they apply
ReLU activations to all layers of the generator except
the output layer, while employing LeakyReLU acti-
vations throughout the discriminator. Third, batch
normalization is applied consistently in both the gen-
erator and the discriminator.

2.1.4. Auxiliary classifier GAN

Odena et al. [22] introduced the Auxiliary Classifier
Generative Adversarial Network (ACGAN), which
incorporates an additional classifier to enhance the
model’s performance. The ACGAN discriminator in-
cludes a classifier that categorizes samples into discrete
classes, thereby improving training stability. In an AC-
GAN, the generator G uses both noise Z and a cate-
gory label C sampled from a distribution to generate
a synthetic sample, denoted as xfake = G(c, z). The
discriminator D distinguishes between real and fake
samples while also considering both the authenticity
and the class labels.

The objective functions of the ACGAN are defined
in Equations (6) and (7).

Ls = E [log(P (S = real | Xreal))] +
E [log(P (S = fake | Xfake))]

(6)

Lc = E [log(P (C = c | Xreal))] +
E [log(P (C = c | Xfake))]

(7)

The terms Ls and Lc denote the probabilities of
correctly identifying the source and the class, respec-
tively. X denotes the input image, C is the class label,
and S is the source.

When training the discriminator D, the primary
objective is to maximize the total loss (Ls + Lc). In
contrast, the generator G is trained to maximize the
difference Ls − Lc between the losses.

2.1.5. Information Maximizing GAN (Info
GAN)

InfoGAN was proposed by Chen et al. [23] as
an information-theoretic approach to improve inter-
pretability in GANs by learning meaningful latent

variables. The term “info” indicates the mutual in-
formation shared between the generated distribution
G(z, c) and the latent code c. To reduce the correla-
tion between x and c, InfoGAN maximizes the mutual
information I(c; G(z, c)). A regularization term incor-
porating this information objective is added to the
standard GAN loss function. To estimate a tractable
lower bound of the mutual information P (c | x), an
auxiliary distribution Q(c | x) is introduced to approx-
imate P (c | x).

The objective function of InfoGAN is defined in
Equation (8):

min

G, Q

max

D
L(D, G, Q) = V (D, G) − λI(G, Q) (8)

Where λ is the regularization constant, typically
set to one.

2.2. Diffusion models

Sohl-Dickstein et al. were the first to introduce diffu-
sion models [24]. Building on this idea, Ho et al. [25]
proposed Denoising Diffusion Probabilistic Models
(DDPMs), marking the first demonstration that diffu-
sion models can achieve performance comparable to
other generative models for image synthesis tasks.

Diffusion models are advanced machine learning al-
gorithms that generate high-quality data by gradually
adding noise to a dataset and then learning how to
reverse this process [26]. As a subset of deep learning-
based generative models, their primary objective is
to produce synthetic data that is both realistic and
plausible given a set of input conditions. Due to their
many advantages over other generative methods, such
as the ability to generate highly diverse data, handle
high-dimensional datasets, and learn complex distri-
butions effectively, diffusion-based generative models
have recently gained significant popularity across vari-
ous scientific disciplines [27].

A diffusion model is a probabilistic generative
framework that involves two multi-step processes: for-
ward diffusion and reverse diffusion. In the forward
diffusion process, noise is gradually added to the in-
put data until the original information is completely
obscured. In contrast, the reverse diffusion process
employs a trainable neural network to progressively
remove the noise and reconstruct the original data dis-
tribution. Synthetic outputs are generated by applying
this trained neural network to noisy samples, see figure
3.
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Figure 3. Architecture of a diffusion model

To initiate the forward diffusion process, samples
are drawn from a simple distribution, typically a Gaus-
sian. This initial sample then undergoes a sequence of
small, reversible transformations. Through a Markov
chain, each step incrementally increases the complex-
ity of the sample, which can be interpreted as the
progressive addition of structured noise.

In a forward diffusion process, small amounts of
Gaussian noise are progressively added to a data point
x drawn from the true data distribution q(x), pro-
ducing a series of increasingly noisy samples denoted
by x1, x2, x3, . . . , xT . This process is mathematically
defined by Equations (9) and (10).

q(xt | xt−1) = N(xi,
√

1 − βtxt−1,βtI) (9)

q(x1:T | x0) =
T∏
t

= q(xt | xt−1) (10)

The reverse diffusion process is defined by Equa-
tions (11) and (12).

pθ(x0:T ) = p(xT ) ·
Ī∏

l=1
pθ(xt−1 | xt) (11)

pθ(xt−1 | xt) = W (xt−1; uθ(xt, t),
∑

θ(xt, t)) (12)

2.3. Methodology

Images of hypertrophic cardiomyopathy (HCM) are
generated using various deep generative models, with
Magnetic Resonance Imaging (MRI) serving as the pri-
mary modality for detecting and evaluating the disease.
MRI provides detailed and high-resolution images of
the heart’s structure and function without the use of
ionizing radiation, making it particularly well-suited
for cardiac assessment. Key features of HCM, such
as ventricular wall thickening and myocardial fibrosis,
can be effectively evaluated through MRI scans. This
imaging technique also enables assessment of disease
severity and progression, supporting clinical decision-
making. Furthermore, the MRI data serve as the basis

for developing and validating automated techniques
for HCM detection and analysis.

The dataset for hypertrophic cardiomyopathy was
obtained from the Cardiac ACDC Dataset.

2.3.1. Dataset

The cardiac MRI scans used in this study were sourced
from the open-source Cardiac ACDC dataset [28]. The
real clinical examinations that form the ACDC dataset
were provided by the University Hospital of Dijon. To
protect patient privacy, all data underwent thorough
anonymization and processing in accordance with the
criteria established by the local ethics committee of
the French Hospital of Dijon. The dataset includes a
sufficient number of examples to train machine learn-
ing algorithms and to reliably assess changes in key
physiological parameters derived from cine-MRI, such
as diastolic volume and ejection fraction. It encom-
passes a range of diverse cardiac pathologies and is
divided into five categories with an equal proportion
of cases in each. In total, the dataset comprises 150
examinations, each obtained from a different patient.

2.3.2. Experimental setup and training process

The Python programming language and the PyTorch
framework were used to implement the various deep
generative models. Model training was performed in
an Anaconda Navigator and Jupiter Notebook envi-
ronment, with Graphics Processing Unit (GPU) accel-
eration enabled on an Intel I7 laptop.

Each generative model, including VAE, GAN, Deep
Convolutional GAN (DCGAN), InfoGAN, ACGAN,
and Diffusion Models, was trained using the Adam op-
timizer with an initial learning rate of 0, 0002, β1 = 0, 5
y β2 = 0, 999. The batch size was set to 32, and models
were trained for up to 100 epochs unless early stopping
was triggered based on validation loss. For the diffusion
models, training was extended to approximately 115
epochs. For GAN-based architectures, the appropriate
adversarial loss functions were applied; InfoGAN ad-
ditionally optimized a mutual information loss term,
and ACGAN incorporated an auxiliary classification
loss. VAEs were trained by minimizing a combina-
tion of reconstruction loss and Kullback–Leibler (KL)
divergence. Training stability was enhanced through
techniques such as gradient penalty and label smooth-
ing where applicable. Model checkpoints were saved
regularly to preserve the best-performing weights ac-
cording to validation metrics.

Upon completion of training, approximately 1,000
images were generated. These images were then sub-
jected to a qualitative evaluation to assess their simi-
larity to the original dataset.
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2.3.3. Evaluation metrics

The SSIM, cross-correlation, and mean squared error
(MSE) metrics were used to evaluate the deep gen-
erative models, as they capture different aspects of
image quality and similarity that are crucial in medical
imaging contexts.

2.3.4. Structural similarity index (SSIM)

The Structural Similarity Index (SSI), also known as
SSIM, is a widely used metric for quantifying the sim-
ilarity between two images [29]. SSIM evaluates the
similarity of structural information by considering lu-
minance, contrast, and structural patterns within the
images. It works by performing three comparisons be-
tween corresponding patches: luminance comparison,
contrast comparison, and structural comparison. These
results are then combined to produce an overall SSIM
index, which ranges from -1 to 1, where a value of 1
indicates perfect structural similarity.

For two images, x and y, SSIM is computed using
the equation (13):

(x, y) = (2 · µxµy + c1) · (2 · σxy + c2)
(c12 + µx2 + µy2) · (c22 + σx2 + σy2) (13)

σy2, σx2 are the variances of images y and x, re-
spectively.

σx,y is the covariance between y and x.
µx, µy are the mean values of images x and y,

respectively.
The constants c1 and c2 are determined based on

the dynamic range of the pixel values. The SSIM value
equals one if and only if both x and y are identical.

2.3.5. Cross correlation coefficient

In image processing, cross-correlation is a technique
used to measure the similarity between two signals or
images [30]. It involves sliding one image (or signal)
over another and calculating a similarity measure at
each position.

2.3.6. Mean square error

One of the most widely used and straightforward full-
reference metrics is the mean squared error (MSE),
which is calculated by squaring the intensity differ-
ences between corresponding pixels in the distorted
and reference images [31].

3. Results and discussion

The comparison between real and generated images
produced by different deep generative models was con-
ducted using three metrics: SSIM, cross-correlation
coefficient, and mean squared error (MSE). These

metrics quantify the degree of similarity between the
generated images and the original ones.

The performance of the generated images for hy-
pertrophic cardiomyopathy using different deep gener-
ative models is summarized in Table 1. The similarity
index of the images generated by the VAE is lower
than that of all the GAN-based and diffusion models.
The generated images produced by the various deep
generative models for hypertrophic cardiomyopathy
are presented in Figure 4. The first image shows the
original MRI scan, followed by the VAE-generated
image, the GAN-generated image, the DCGAN- and
InfoGAN-generated images, and finally the image gen-
erated using the diffusion model.

Table 1. Performance Analysis between Real and Gener-
ated Images using different deep generative models (VAE,
GAN, DCGAN, ACGAN, and Diffusion Models)

Method SSIM
Cross- Correlation

MSECoefficient
VAE 0.903 0.8421 0.39
GAN 0.941 0.8821 0.1

DCGAN 0.958 0.9204 0.1
ACGAN 0.969 0.9371 0.09
Diffusion 0.972 0.9403 0.06models

Figure 4. Original Image and Synthesized cardiac images
generated using VAE, GAN, DCGAN, ACGAN, and Dif-
fusion model, respectively
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In addition to these similarity results, the training
loss graphs for the various deep generative models are
also presented. The loss function results for the VAE
are shown in Figure 5, where it can be observed that
the loss decreases as the number of epochs increases.

Figure 6 shows that the generator loss in the
GAN increases initially, while the discriminator loss
decreases as the number of epochs increases up to ap-
proximately 18 epochs. After that point, both losses
converge around the 62nd epoch, which yields the best
results. The training losses for the DCGAN and diffu-
sion models are shown in Figures 7 and 8, respectively.

When compared to GANs, VAEs perform better
during training due to their resilience against mode
collapse and their ability to produce more diverse out-
puts. However, a major drawback is that the generated
images are generally blurry and lack sharp detail.

Although diffusion models can produce highly real-
istic results and maintain stable training, the extensive
diffusion process requires a lengthy sampling period,
which can limit their practicality for generating images
efficiently. This trade-off is evident in the performance
metrics presented in Table 1.

Figure 5. Training Loss of the VAE

Figure 6. Training Loss of the GAN

Figure 7. Training Loss of the DCGAN

Figure 8. Training Loss of the Diffusion model

4. Conclusions

Data generation strategies are critical for overcoming
the challenge of limited training data in deep learning-
based medical image analysis. Unlike conventional data
augmentation techniques commonly applied in cardiac
diagnostics, deep generative models can synthesize en-
tirely new and diverse data samples. In this study, the
performance of various data generation approaches
was evaluated using the Structural Similarity Index
Measure (SSIM) and the Cross-Correlation Coefficient
(CC), both of which are standard metrics for assessing
image quality and structural fidelity.

The variational autoencoder (VAE) approach
achieved an SSIM of 0.9028 and a CC of 0.8421;
however, the generated images exhibited noticeable
noise and blurriness, revealing limitations in visual
realism. In contrast, generative adversarial networks
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(GANs) demonstrated improved performance, achiev-
ing an SSIM of 0.9428 and the same CC of 0.8421.
Among the GAN variants, both deep convolutional
GANs (DCGANs) and auxiliary classifier GANs (AC-
GANs) produced superior results, with SSIM values
of 0.9576 and 0.9687, respectively, indicating a greater
capability to generate high-quality and structurally
accurate images.

Diffusion models outperformed both GANs and
VAEs in terms of similarity metrics, achieving the
highest SSIM scores; however, their practicality is con-
strained by substantially longer sampling times. This
trade-off between image quality and computational
efficiency should be carefully weighed when select-
ing an appropriate generative model for medical data
augmentation in cardiac diagnostics, particularly for
conditions such as hypertrophic cardiomyopathy.
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